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Target Audience  

This white paper is written for system designers, architects,
software developers, and engineering managers who use or 
are evaluating the use of Intel® IXP2XXX network processors in
telecommunications equipment. This paper assumes that the
reader has a working knowledge of the C programming language
and syntax, a familiarity with the tasks involved in implementing
networking algorithms in a programmable network processing
environment, a basic understanding of the Intel IXP2XXX network
processor architecture, and an understanding of the Intel® Internet
Exchange Architecture (Intel® IXA) Software Development Kit (SDK).

Simplifying Development for 
Intel® IXP2XXX Network Processors 

The Intel® IXP2400, IXP2800 and IXP2850 network processors
provide developers with a highly optimized machine architecture
for data plane networking applications. These processors offer
robust processing performance to support value-added network
services at line rate, while offering the design flexibility to meet 
the application requirements of individual projects.

To maximize the ease and efficiency of programming Intel
IXP2XXX network processors, Intel has developed the auto-
partitioning programming model, which will be incorporated into
the next-generation C compiler within the Intel IXA SDK. With 
the auto-partitioning programming model, programming tasks
associated with the underlying parallel hardware architecture are
automated, dramatically reducing development time. In addition,
programmers can further customize applications quickly and
easily using traditional C language syntax.

Using Parallelism 
in a Fully Programmable Architecture

The auto-partitioning programming model exploits the explicitly
parallel processor topology in Intel IXP2XXX network processors.
Application performance requirements are achieved by spreading
processing tasks across a large number of individual RISC
engines (microengines, or MEs), which independently execute 
as many as eight cooperative thread contexts. In this way, 
the cycle budget for any one packet or cell can be multiplied 
by the degree of parallelism implemented (see Figure 1).
Moreover, the flexibility of this approach enables developers 
to create rich, fully programmable processes within a choice 
of application architectures.
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Figure 1: The Intel® IXP2800 Network Processor Block Diagram
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In the data plane, processing consists primarily of receiving
packets from a media interface or switch fabric, performing
packet classification and modification for the associated protocols
and control plane policies being implemented, queuing these
packets for transmission, and transmitting these packets back 
out through a switch fabric or media interface according to a
traffic management policy. This packet-by-packet application 
flow fits well with the use of parallelism by allowing individual
threads to work on packets separately as they are received.

The design of Intel IXP2XXX network processors, as well as the
capabilities provided by the Intel IXA SDK, enable developers 
to expedite many programming tasks. As a result, network
equipment manufacturers can build highly efficient and market-
differentiated network products that would not be possible using
more traditional, fixed-function network processing units (NPUs).

Current Programming Interfaces for Intel NPUs

Up to now, programmers have been able to take advantage of
the parallelism designed into Intel IXP2XXX network processors
through two programming interfaces available for Intel NPUs: 

■ Symbolic Assembly Language – a low-level interface
(“microcode”) that maps directly to the underlying RISC
instruction set and special-function silicon.

■ Intel® IXA Microengine C – the language interface used for
programming Intel microengines on an microengine-by-
microengine basis, with extensions to access the various
hardware features provided by the Intel IXA architecture. Intel
IXA Microengine C is an explicitly parallel language interface
that provides developers with keywords and extensions to
specify multi-threaded execution, sleep/wake signaling, inter-
process communication, data placement, and manipulation 
of configuration and status registers.

Both programming languages employ the same programming
model, which requires developers to explicitly partition application
code onto microengines, and consequently manage threading
and synchronization. While these programming models allow 
full use of the hardware available for implementing networking
algorithms and for creating and managing parallelism on Intel
NPUs, developers must also perform additional tasks to
implement applications for the Intel IXA architecture, including:

■ Application partitioning from sequential, run-to-completion
algorithms to multi-threaded parallel execution engines, which
requires trade-offs among performance, instruction store 
usage, and coding complexity.

■ Locking, signaling and synchronization between application
threads for access to shared data structures, to optimize the
typically high cost of memory access in this environment. 

■ Inter-process communication between execution engines 
for transfer of control and data between processing stages 
in a pipeline. 

The auto-partitioning programming model automates these
development tasks, further streamlining programming for Intel
IXP2XXX network processors, and enabling developers to focus
on application domain programming tasks.

Next-Generation Auto-Partitioning 
Programming Model

When using the auto-partitioning programming model, the entire
NPU application is expressed as a set of packet processing
stages (PPSes)—communicating sequential processes that
execute concurrently. The next-generation C compiler analyzes
the critical paths and performance requirements of PPSes, and
renders them individually on a selected number of microengine
threads. (See Figure 2)
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With the auto-partitioning programming model, developers can
define a set of interacting PPSes in which each processing 
stage follows the logical boundaries of an application design,
independent of any constraints within individual microengines,
such as code store and execution time. In rendering these 
PPSes to hardware, the next-generation C compiler calculates 
the degree of parallelism required to accomplish the stated
performance objective.

The C language implementation supported by the auto-
partitioning programming model allows traditional sequential,
single-threaded semantics that are found in the C language
implementations for general purpose microprocessors. While 
the multiprocessing, multi-threading, and asynchronous I/O
capabilities of Intel IXP2XXX network processors are invisible 
to the programmer, the compiler takes advantage of these
concurrent execution capabilities to generate high-performance
programs, taking full responsibility for managing all the resulting
synchronization requirements.

The next-generation C compiler is also responsible for managing
most of the hardware resources that are unique to the Intel IXA
architecture. These resources include: threads, microengines,
signals, register classes (GPRs, transfer registers, and next-
neighbor registers), local memory, queue array hardware, CAM,
scratch rings, and CAP unit. Other special-purpose acceleration
units—including hash unit, CRC, pseudo-random number
generator, timestamp counters, Media Swith Fabric, and SRAM/
Scratch atomic operations—are made available through a
standard library interface.

Inter-PPS communication is achieved by using a first-in, first-out
pipe abstraction, which the compiler realizes by using the built-in
next-neighbor or scratch ring hardware, depending on how PPS
instantiations are assigned to threads and microengines.

Note: Since a PPS is written to be independent of its execution
location, this programming model can be extended to rendering
PPSes on the Intel XScale® core or an external IA processor.
This will allow developers to maintain a packet processing 
code base in a single language and data model that can be
intelligently partitioned between the MEs and the Intel XScale
core based on application performance requirements and 
the target Intel network processor used for that application.
Implementation of the auto-partitioning programming model 
for the Intel XScale core or an external IA processor is not
covered in this paper.

Application Performance Awareness

Desired performance of an application is achieved on Intel NPUs
by replicating the execution of a packet processing stage across
enough threads or microengines to enable the worst-case
execution path to accept and dispatch packets at the worst-case
arrival rate. Up to now, this task has been a manual process of
analysis, coding, and profiling. This process is repeated until it
converges on the optimal design for a particular set of functions
applied to a packet stream.

The auto-partitioning programming model introduces performance
concepts directly into the compilation process. It contains C
language extensions that developers use to annotate one or 
more critical paths in a processing stage, and to specify the
performance objective for that critical path on the command 
line. The compiler determines NPU partitioning based on these
annotations and performance specifications, automating much 
of the iterative optimization cycle and providing strict bounds 
on application mapping.

Cross-NPU Application Portability 

Intel NPUs support a wide range of network applications—from
low-end Internet access appliances to multi-gigabit core-network
routers. Many of these devices share a common set of packet
processing functionality, and network equipment manufacturers
are increasingly reusing common application code among various
devices to consolidate their hardware and software platforms.

The current implementation of C shields the application code from
underlying changes in the microengine instruction set. In addition,
the compiler hides differences in microengine implementation
among NPUs. The application code written by the developer,
however, is tied directly to the type of NPU, clock speed, and 
the particular microengine on which the code is executing. As 
a result, choices made to optimize performance become 
hard-coded at the source level, which complicates the task 
of migrating applications to other NPUs. 
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The auto-partitioning programming model is designed to abstract
differences in microengines and other functional units among 
Intel NPUs. This approach allows a developer to focus on factoring
common networking functions into a reusable code base, and 
to incorporate this code transparently into multiple applications
running on different Intel NPUs without re-optimization or
reconfiguration. (See Figure 3)

Reducing Programming Effort to a Minimum 

The auto-partitioning programming model minimizes programmer
effort in developing customized, market-differentiated applications
on Intel IXP2XXX network processors. In fact, very little
modification of standard C source code is required, dramatically
reducing development time and accelerating time-to-market for 
new products.

The following sections provide more detailed information on the
programming process, including example code that demonstrates
how easy it is to develop custom applications using the auto-
partitioning programming model.

Packet Processing Stages

As described earlier, the fundamental abstraction presented to
programmers in the auto-partitioning programming model is 
the packet processing stage, or PPS. The physical and logical
structure of a program developed using the auto-partitioning
programming model consists of a set of C source files that
implement one or more PPSes that execute in parallel. Each PPS
has a distinct entry point and a main loop that runs indefinitely.

Implementing PPSes

PPSes are implemented as C functions that do not take any
function arguments and do not return. Packet processing stages
can be implemented easily by using familiar C function syntax,
preceded by the keyword __pps. As shown in Figure 4, the
coding required to implement a PPS is minimal. 

Once a PPS is coded as a sequential C function, the compiler
handles the task of parallelizing the PPS onto multiple threads
based on the performance specification, including enforcing any
critical sections that are necessary for coherent updates to
variables that are shared across multiple instances of the PPS
running on different threads.
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Figure 4: Packet processing stage syntax

1 __pps name() 

2 { 

3 /* initialization code run once 

4 */ 

5 for(;;)

6 { 

7 /* packet processing 
code */ 

8 } 

9 }
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Rendering PPSes to Microengines 

In a typical design, each iteration of the PPS main loop will
typically process a single packet. The compiler will choose one 
of the following techniques for rendering PPSes to microengines:

■ Multiprocessing – If the instruction stream for the packet-
processing loop fits within the code store of a single
microengine, the compiler can replicate this instruction stream
across enough threads to meet performance requirements.
(This is also referred to as functional pipelining.)

■ Context-Pipelining – If the instruction stream for the 
packet-processing loop exceeds the code store of a single
microengine, or if the compute horsepower of a single
microengine is insufficient to meet performance requirements,
the compiler will search for an appropriate location to distribute
the instruction stream onto two or more microengines as
needed. As shown in Figure 5, code is automatically generated
to marshal and unmarshal the live variables into a series of
words that are sent over a compiler-inserted pipe between
microengines.

■ Mixed – To meet certain performance objectives, the compiler
may choose a combination of the multiprocessing and context-
pipelining techniques.

1_pps rx(void)�

2{�

3�while (1) {�

4�� RX_Packet();�

5�� …�

6�� L3_Fwd();�

7�� …�

8�� Enq_Packet();�

9�}�

10}

Multiprocessing

ME 0-2

Rx_Packet()�

L3_Fwd()�

Enq_Packet()

ME 0 ME 1-2

Rx_Packet()

ME 0

Pipe Pipe

Pipe

Rx_Packet()

ME 2

Enq_Packet()

ME 1

L3_Fwd()
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Enq_Packet()

Context-
Pipelining

Mixed

Figure 5: Rendering a PPS to one or more microengines
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Performance Specification 

Each PPS has an associated performance specification, which
defines the cycle count budgets for critical paths through the PPS
source code. The performance specification is provided through a
combination of source code annotations and external throughput
specifications as described below.

Source Code Annotation 

Source code annotations identify for the compiler one or more
“critical paths” through a PPS, using a __path directive:

__path ( identifier );

The “identifier” in the statement above names a critical path. 
Use of the __path directive simply indicates that the program
point where the directive occurs lies on the named critical path.
From this annotation, the compiler will determine what other
program points lie on the critical path. If a conditional structure 
or compound statement lies on a critical path, then all branches 
of the condition are assumed to lie on the critical path. (See
Figure 6)

As shown in Figure 6, both statement 1 and statement 2 lie on 
the critical path called “X” and, therefore, are subject to the same
performance requirement. If a critical path directive occurs on one 
or more branches of a conditional statement, those branches do 
not belong to the critical path unless otherwise indicated explicitly. 
For example, in Figure 7, statements 0, 1, and 3 belong to critical
path X, while statement 2 does not.

Note: A statement may belong to more than one critical path.

Throughput Specification

The throughput specification specifies the throughput requirement
in loop iterations per second for each annotated critical path,
assuming the worst-case scenario of all packets traversing that
critical path. The throughput specification is given through a
compiler command-line switch, as follows:

-T<path_name=identifier> 

Here, identifier refers to the associated path directive referred
to by this specification. Multiple switches are used to specify
throughput requirements for multiple critical paths as shown in 
the example below for minimum-sized packets on a Gigabit
Ethernet link:

-Tipv4=1488095 –Tipv6=1275510 

For each annotated critical path that is accompanied by a
throughput specification, the compiler evaluates the number of
microengines required and automatically chooses partitioning 
that meets the performance requirements of all critical paths. If 
the compiler cannot satisfy the performance requirements of one
or more critical paths, an error message is generated that shows
the best performance achievable for each of the failed critical
paths. In the event that performance requirements cannot be 
met for all critical paths, the compiler prioritizes the critical paths
in the order in which the throughput specifications are given on
the command line.

The compiler produces a detailed performance report that
includes utilization of the various hardware resources, such as
memory bandwidths, and the best achievable performance on 
the annotated critical paths.
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Figure 7: Critical path on multiple branches

1 statement0;

2 if (condition)

3 { 

4 path (X);

5 statement1;

6 } else { 

7 statement2;

8 } 

9 statement3;

Figure 6: Conditional statements on a critical path

1 __path (X);

2 if (condition)

3 { 

4 statement1;

5 } else { 

6 statement2;

7 } 



Inter-PPS Communication 

One of the primary mechanisms for inter-PPS communication is a
pipe, which is an abstract data type supported by the language.

A pipe is a communication channel between two PPSes that
supports the communication of arbitrary data. A pipe is declared
as a static variable, which the compiler realizes by using next-
neighbor rings or by using scratch rings. (See Figure 8) Pipes 
are also used automatically by the compiler for intra-PPS
communication when a PPS is broken into multiple fragments 
that run on different microengines.

Pipes are declared using the keyword _pipe, and
communication using pipes is achieved by using put() and
get() operations. (See Figure 9)

The put() operation places a designated number of longwords
from a given address into the pipe. The get() operation removes
the designated number of longwords from the pipe and stores
them at the given address. Pipes also support two Boolean
operations: is_full(), which returns whether a pipe has the
space to store at least one longword and is_empty(), which
returns whether the pipe has at least one longword of valid data.

A pipe comes with an implicit synchronization contract:
If a producer puts the address of an object into a pipe, then all

preceding writes to that object in the producer have completed

before the put operation is performed. Similarly, if the address

of an object is retrieved (via get) from the pipe by a consumer,

then the get operation is completed before any subsequent

reads to that object in the consumer are performed.

To summarize this statement: There is an implicit dependence
between a write to an object and a put of the address of that
object, and an implicit dependence between the get of the
address of an object and a read of that object.

This contract makes it possible to synchronize inter-PPS
communication using pipes. In particular, a producer can write
data to an object and put the address of the object in a pipe;
then, a consumer can subsequently get the address from the pipe
and read the data. All of the dependencies in this chain of events
are enforced by the semantics of pipes. Developers can use this
mechanism to transfer packet descriptors, packet metadata, or
other information to send a packet processing “job” through a
chain of PPSes.

Memory Model 

Intel IXP2XXX network processors provide three memory regions
that are addressed independently and shared by all microengines—
DRAM, SRAM, and scratchpad memory—each of which is
incrementally smaller and faster than the other.

A program developed using the auto-partitioning programming
model can declare data as residing in any of these memory
regions, as well as pointers to data in these regions. To control
the allocation of variables to these memory regions, the
Microengine C language supports the following storage class
specifiers: __scratch, __sram, and __dram.

In addition, each microengine in the Intel IXA architecture has
local memory, which is faster and smaller than any of the memory
regions indicated above. Local memory is managed entirely by
the compiler and cannot be referenced directly by a programmer.
In particular, local memory is used as a backing store for Content
Addressable Memory (CAM), for migrating programmer data
structures that are declared as static and for holding local state 
as an extension of the register set.
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Rx PPS Tx PPS
extern _pipe txmsg_pipe;�

_pps tx()�

{�

� for(;;) {�

�� pipe_get(&txmsg_pipe,…);�

�� …�

�� Tx_Packet();�

� }�

}

_pipe txmsg_pipe;�

_pps rx()�

{�

� for (;;) {�

�� Rx_Packet();�

�� …�

�� IPv4_Fwd();�

�� …�

�� pipe_put(&txmsg_pipe,…);�

� }�

}
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Figure 8: Inter-PPS communication using pipes

Figure 9: C language syntax for declaring pipes

1 __pipe qm_msg_pipe;

2 for (;;) { 

3 qm_enqdeq_msg_t msg;

4 … 

5 pipe_put(&qm_msg_pipe, &msg, sizeof(msg));

6 }
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Mixed Model Application
Development 

When developing an application using the auto-
partitioning programming model, the Intel C
compiler provides a mechanism to re-use existing
assembly code, as well as code generated 
from previous versions of Intel IXA Microengine C.
When using existing code, developers must specify
one or more input files to the compiler by using the
current programming model and indicate to which
microengines these input files are assigned. The
compiler will then exclude these microengines from
its available pool of resources when rendering
PPSes onto the remaining microengines. In addition
to the microengines, developers can also specify
available bandwidth on the various memory channels
and internal resources, which are used to determine
the available pool of resources. A specialized form 
of pipe syntax allows PPSes to communicate with
existing code modules using one or more scratch
rings or next-neighbor rings that are specifically
named. Mixed-model applications may also use
shared memory constructs.

Conclusion 

Intel IXP2XXX network processors provide an
unparalleled level of performance and flexibility,
enabling network equipment manufacturers to 
build high-performance products with true market
differentiation. The auto-partitioning programming
model is designed to help developers take
maximum advantage of the advanced capabilities
Intel NPUs offer by automating major portions of 
the programming process.

Extending the features of the Intel IXA Microengine
C language, the auto-partitioning programming
model enables developers to use easy and familiar
C syntax to create unique, value-added network
applications with a minimum of programming effort.
As a result, high-quality, competitive new products
can be brought to market more quickly and cost-
effectively to meet customer demand and to exploit
emerging market opportunities.

For more information, visit the Intel web site at: www.intel.com/go/networkprocessors


